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Question:

Who here has used (or is planning to use)  

a measure of patent citations in their research?

You’re not alone.
A Google Scholar search for "patent citations" returns 989,000 results 

and 516 articles with "patent citations” in the title.
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Figure 1. Total citations made by year, divided by  

number of backward citations made by citing patent. 

 
Figure 2. Mean and inner-quartile range of Similarity for citations 
by citing year. Dot-dashed line plots OLS estimate of Similarity 

controlling for count of backward citations. 

 
(a) Percentage of patents 

 
(b) Percentage of citations. 

Figure 3. Area plot of citations by backward citation count of citing patent over time. 

 
Figure 4. Lorenz curves of cumulative proportion  
of patents by backward citation count, by year. 

 
Figure 5. Mean and inner-quartile range of Similarity for  
citations by count of backward citations by citing patent. 

Lorenz Curve of Cumulative Proportions
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Main Finding: Certain actors are flooding the system with backward citations.

Motivation



3.  Are there other problems with the data?

4.  Do we need new measures?

Main Finding: Certain actors are flooding the system with backward citations.

Motivation

Questions…
1.  Why is it happening?

2.  Does it matter?
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Q2: Does it matter?

• We use a vector space model with text analysis to assess  
patent-to-patent similarity, independent of citations
- We validate the measure across multiple criteria 

in a separate paper on SSRN

- The result is a similarity matrix that is akin  
to a correlation matrix

1 2 3 4 5 6 7 8 9 10
1 1.0000
2 0.7801 1.0000
3 0.7297 0.8385 1.0000
4 0.0542 0.6942 0.8233 1.0000
5 0.1778 0.3736 0.7785 0.9791 1.0000
6 0.5167 0.8724 0.6347 0.9867 0.5431 1.0000
7 0.5032 0.5989 0.9624 0.4335 0.0488 0.7412 1.0000
8 0.7980 0.4851 0.2709 0.8769 0.3192 0.0889 0.4981 1.0000
9 0.2906 0.8161 0.8543 0.9379 0.3983 0.8961 0.5273 0.7968 1.0000
10 0.5758 0.3260 0.3110 0.2847 0.7771 0.5189 0.2186 0.9727 0.6449 1.0000
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Abstract 
Current measures of patent similarity rely on the manual classification of patents into taxonomies. 
In this project, we leverage information retrieval theory and Big Data methods to develop a 
machine-automated measure of patent-to-patent similarity. We validate the measure and 
demonstrate that it significantly improves upon existing patent classification systems. Moreover, we 
illustrate how a pairwise similarity comparison of any and every two patents in the USPTO patent 
space can open new avenues of research in economics, management, and public policy. We make the 
data available for future scholarship through the Patent Research Foundation.  
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Q2: Does it matter?

Citation similarity  
by level of backward citation

Citation similarity 
as high-citing patents 

expand over time
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Q2: Does it matter?

• We replicated several studies to show how  
findings would change today if run on newer data.

- Market Valuation  
(Hall, Jaffe and Trajtenberg, 2005 - RAND)

- Knowledge Spillovers 
(Jaffe, Trajtenberg & Henderson, 1993 - QJE)

Should you care?
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Figure 6. Mean citation similarity over time for  

citations from applications, examiners, both. 

 
Figure 8. Similarity density for a conventional and  

improved selection of citations to indicate spillovers. 

 

 
(a) Magnitude of association between 5-year  

patent forward citations and Tobin’s q. 

 
(b) Proportion of variance explained in  

Tobin’s q by 5-year patent forward citations. 

Figure 7. Forward patent citations and firm market value. 

 
(a) Rate of geographic colocation of citations,  

for all citations versus likely spillover citations. 

 
(b) Ratio of geographic colocation rates,  

for all citations versus likely spillover citations. 

Figure 9. Geographic colocation and knowledge spillovers. 

Magnitude of association between  
5-Year Forward Citations and Tobin’s q

(Hall, Jaffe and Trajtenberg, 2005)
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(a) Rate of geographic colocation of citations,  

for all citations versus likely spillover citations. 

 
(b) Ratio of geographic colocation rates,  

for all citations versus likely spillover citations. 

Figure 9. Geographic colocation and knowledge spillovers. 

Magnitude of association between  
5-Year Forward Citations and Tobin’s q

Variance in Tobin’s q explained  
by 5-Year Forward Citations

(Hall, Jaffe and Trajtenberg, 2005)
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Figure 7. Forward patent citations and firm market value. 
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(b) Ratio of geographic colocation rates,  

for all citations versus likely spillover citations. 

Figure 9. Geographic colocation and knowledge spillovers. 

(Jaffe, Trajtenberg & Henderson, 1993)
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Q2: Does it matter? 

• After restricting “treatment” to citations that are more 
likely to actually reflect a true knowledge flow…

The colocation rate for treatment  
is less inflated over time

The colocation ratio of treated-to-
control goes down substantially
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Figure 9. Geographic colocation and knowledge spillovers. 

(Jaffe, Trajtenberg & Henderson, 1993)
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Q3: Other problems with the Data?

• USPTO data fails to update the record for citations to a 
patent application to go to the eventually granted patent


• A significant number of very-important citations are 
misattributed (e.g., Alcacer & Gittelman, 2006) 
 
 
 
 
 
… such that claims that applicant citations “do not 
matter” are overstated (e.g., Cotropia, Lemley & Sampat, 2013)
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Table 2: OLS estimates of citation similarity over time.  

 
Notes: The dependent variable is citation similarity. The sample includes 1 million patent citations made by patents issued between 1976 and 2014, with 
citations randomly selected from USPTO bulk data. Uncontrolled citation similarity declined significantly during the time period (Model 1), but increased 
slightly when including fixed effects for backward citation count (Model 2) and when controlling for the log of backward citation count (Model 3). Importantly, 
Model 2 includes fixed effects for each integer count of backward citations and not for categories of backward citation counts. In unreported results, the 
coefficients are substantially to those in Model 2 and Model 3 when running a subsample analysis limited to each of the four categories of patents identified in 
Figure 1 (i.e., having 0-20, 21-100, 101-250, 250+ citations). Standard errors in parentheses. Two-tailed tests: ***p<0.001, **p<0.01, *p<0.05. 

Table 3: The attribution of patent citations – public data vs. internal data.  

 
Notes: This table compares the attribution of patent citations between USPTO public XML bulk data downloads and USPTO internal data taken directly from 
application forms. The sample includes each citation (1) made by a patent issued between 2005 and 2014 and (2) that appears in both the USPTO bulk data files 
and the internal USPTO citation submission data. The Applicant and Examiner columns indicate the attribution of the citation in the USPTO XML files. The 
Source rows indicate how the citation appears in the raw USPTO citation submission forms. For example, a citation listed as “Applicant first” was initially 
submitted by an applicant but was later submitted by the patent examiner, according to the raw USPTO citation submission forms. Each citation-source dyad is 
represented once in the table.  

Table 4: OLS estimates of citation similarity by citation characteristic.  

 
Notes: The dependent variable is the similarity of citing-cited pairs of patent citations, as measured by the Vector Space Model. The sample includes 1 million 
randomly selected citations that (1) appear in both USPTO bulk data and internal USPTO citation submission forms and (2) were made by a patent issued 
between 2005 and 2014. Across all models, an increase in the lag between application file and citation issuance is associated with decreased citation similarity. 
Citations submitted by both the applicant and the examiner (i.e., duplicate citations) have substantially higher citation similarity, whereas an increase in 
backward citation count and an increase in the time between the issuance of the citing and cited patent are both associated with decreased citation similarity. 
Model 6 includes fixed effects for the number of citations submitted for the citing patent by the citing party (i.e., applicant or examiner) – controlling for the 
number of citations submitted, applicants submit more similar citations. Standard errors in parentheses. Two-tailed tests: ***p<0.001, **p<0.01, *p<0.05. 
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Q4: Do we need a new measure?

• Can’t we just “correct” the existing data?

- You might be able to make a correction for some research questions… 

- But the “correct” correction is not obvious and doing so open a pandora’s 
box of self-motivated research discretion.

• We’ve concluded that a “one-size-fits-all” correction  
for patent citation counts probably won’t work.
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invention

technology distance

focal 
invention

time

• Vector Space Model of technological similarity (i.e., distance)

- Select k-nearest neighbors (K-NN) in the space around each and every  
invention (measured by pairwise cosine-similarity between each invention)

- Extract time as a separate dimension and re-project the space into a new 
coordinate system where we can then capture scalar measures

To be clear… 
The dots are inventions, NOT citations
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Focal Measures around Every Invention

(a) Primary class A (b) Primary sub-class A.1 in class A

(c) Union of sub-classes A.1, B.1, C.1 (d) VSM similarity around focal patent

Figure 1: Patent class vs. VSM

(a) Before a focal patent) (b) After a focal patent

Figure 2: Conceptual framework
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• Separate the space it Before and After 


• Measure each dimension in each period with an 
aggregate statistic for each and every focal invention

Before After



Operationalization & Validation for Patent Data 

Prediction 
Model

f : X → Y

Data 
Space

X

Decision 
Space

Y

Concept 
Space

X̃

Measurement 
Model

m : X̃ → X

Conceptual 
Model

g : X̃ → Y

X is measured with error (perhaps a lot of error)

Theoretical 

understanding

Science, 
inference, causality



Operationalization & Validation for Patent Data 

Prediction 
Model

f : X → Y

Data 
Space

X

Decision 
Space

Y

Concept 
Space

X̃

Measurement 
Model

m : X̃ → X

Conceptual 
Model

g : X̃ → Y

X is measured with error (perhaps a lot of error)

Theoretical 

understanding

Science, 
inference, causality

Operationalize



Operationalization & Validation for Patent Data 

Prediction 
Model

f : X → Y

Data 
Space

X

Decision 
Space

Y

Concept 
Space

X̃

Measurement 
Model

m : X̃ → X

Conceptual 
Model

g : X̃ → Y

X is measured with error (perhaps a lot of error)

Theoretical 

understanding

Science, 
inference, causality

Operationalize        Predict   &  Test



Focal Measures around Every Invention



Focal Measures around Every Invention

• We hypothesize that the measures may interact…

(a) Primary class A (b) Primary sub-class A.1 in class A

(c) Union of sub-classes A.1, B.1, C.1 (d) VSM similarity around focal patent

Figure 1: Patent class vs. VSM

(a) Before a focal patent) (b) After a focal patent

Figure 2: Conceptual framework

39

Before After



Focal Measures around Every Invention

• We hypothesize that the measures may interact…

- The first interaction we examine is whether the “private value” of 
Originality depends on whether there is follow-on invention (i.e., Legacy)

(a) Primary class A (b) Primary sub-class A.1 in class A

(c) Union of sub-classes A.1, B.1, C.1 (d) VSM similarity around focal patent

Figure 1: Patent class vs. VSM

(a) Before a focal patent) (b) After a focal patent

Figure 2: Conceptual framework

39

Before After



Focal Measures around Every Invention

• We hypothesize that the measures may interact…

- The first interaction we examine is whether the “private value” of 
Originality depends on whether there is follow-on invention (i.e., Legacy)

- i.e., adding a prediction term for  Originality * Legacy 
(where Legacy is 1-Average Distance in the after period)

(a) Primary class A (b) Primary sub-class A.1 in class A

(c) Union of sub-classes A.1, B.1, C.1 (d) VSM similarity around focal patent

Figure 1: Patent class vs. VSM

(a) Before a focal patent) (b) After a focal patent

Figure 2: Conceptual framework
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A Predictive Model of Patent Importance

• Probability of paying the first patent renewal fee at year 4
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Table #. OLS predictions of the probability of paying the first renewal fee at year 4. 
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Table #. OLS predictions of the probability of paying the first renewal fee at year 4. 

 
 
 

Table #. OLS predictions of the probability of paying the second renewal fee at year 8. 

 
 



A Predictive Model of Patent Importance

• Predictions of Forward Citations
Table 6: OLS Regressions of Forward Citations (logged) by USPTO Technology Center

Biotech. Chemistry Software Networking Communic. Semicond. Mechanical Misc.
(1) (2) (3) (4) (5) (6) (7) (8)

Originality (TC) 0.549 0.633 0.400 0.429 0.481 0.702 0.589 0.747
(0.029) (0.022) (0.026) (0.041) (0.021) (0.018) (0.025) (0.024)

Legacy (TC) 1.004 0.791 0.485 0.495 0.505 0.749 0.640 0.804
(0.041) (0.025) (0.027) (0.041) (0.020) (0.018) (0.025) (0.024)

Originality* 0.308 0.225 0.099 0.116 0.113 0.211 0.208 0.258
Legacy (TC) (0.014) (0.009) (0.010) (0.015) (0.008) (0.006) (0.010) (0.009)
Latency (TC) −0.006 −0.045 −0.180 −0.137 −0.153 −0.061 −0.112 −0.228

(0.015) (0.009) (0.011) (0.016) (0.008) (0.006) (0.008) (0.008)
Continuity (TC) 0.031 0.057 0.099 0.065 0.134 0.054 0.055 0.114

(0.013) (0.008) (0.010) (0.015) (0.008) (0.005) (0.007) (0.007)
Constant 1.823 1.937 2.513 2.604 2.367 2.222 2.144 2.255

(0.017) (0.011) (0.013) (0.020) (0.010) (0.007) (0.011) (0.011)

Mean Originality 29.40 21.00 21.95 20.47 19.09 17.12 17.63 17.41
Mean Legacy 23.51 29.81 33.07 35.62 36.01 37.36 34.53 34.51
Mean Latency 759.76 948.05 571.87 467.67 621.50 769.54 1030.91 1018.25
Mean Continuity 386.06 382.33 395.16 396.85 391.85 390.38 400.26 386.18

Observations 9,172 17,976 12,269 5,736 20,969 44,634 19,670 24,174
R2 0.105 0.099 0.094 0.063 0.098 0.077 0.092 0.152

Table 7: A unified measure of innovation importance as a predictor of patent value

Dependent variable:
Renewed at 4 years Renewed at 8 years Forward citations (log)

(1) (2) (3)
Importance 0.029 0.052 0.342

(0.001) (0.001) (0.003)
Constant 0.860 0.660 2.043

(0.001) (0.001) (0.003)

Observations 152,405 118,812 154,667
R2 0.007 0.011 0.092
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Table #. Predictions of forward citation counts within USPTO Technology Centers. 
(a) 

[TRANSPOSE TABLE TO MATCH (b).] 

 
(b) 

 
 

 

Table #. A unified measure of Patent Importance as a predictor of patent value. 

 
 

  



Space, the final frontier…

• We have started with simple, aggregate statistics

…but one could chart broader patterns in inventive context
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Space, the final frontier…

• We have started with simple, aggregate statistics

…but one could competitive dynamics by a focal firm and competitors
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For example, you can aggregate patterns up to the level  
of the firm where one can examine firm strategy
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